
;; Declare an RGB 2 YUV converter
(compute-node rgb-2-yuv
              ;; RGB input
              (input-node rgb-in (tensor (dim 3 ? ?)) (type float))
              ;; Conversion matrix
              (data-node rgb2yuv (tensor (dim 3 3) (type float) 
                                         (value 0.299 0.587 0.114
                                                -0.14713 -0.28886 0.436
                                                0.615 -0.51499 -0.10001)))
              ;; YUV result
              (output-node yuv-out (tensor))
              ;; RGB > YUV transform. linear-combination is a predefined
              ;; module with three ports: input, weight, and output.
              (linear-combination (input rgb-in)
                                  (weight rgb2yuv)
                                  (output yuv-out)))

;; define I/Os
(input-node in (tensor (dim 3 ? ?) (type float)))
(output-node out (tensor))

;; instantiate rgb converter
(rgb-2-yuv (rgb-in in)
           (yuv-out out))
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A Study of Parallel Computing for Machine Learning: 
Which Platform for which Application?

Instances of Machine Learning Models
share a set of basic operations

In particular for convolutional networks, models are dominated by 
convolutions and dot-product operations. For general purpose CPUs, 
several machine learning libraries have been developed, which all 
provide efficient multi-dimensional arrays and modular description 
frameworks, this includes Lush [1], Torch [2] and Theano [3]. 
Essentially, all these libraries, and more generally all scientific packages 
(e.g. NumPy, Matlab, ...) rely on compiled code to handle the 
most-repetitive operations, and provide a high-level, dynamically-typed 
scripting language to easily explore and develop new algorithms. 
Although the theoretical peak performance of modern CPUs is about 10 
gigaflops per core, the typical performance obtained on a real 
convolutional network is typically on the order of 1 gigaflops, mostly due 
to memory bandwidth limitations.

Future work: Unifying Language
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Example of a pipeline computing features for object detection

1 The CPU (Central Processing Unit):Example: LAGR
Near-to-far obstacle detection [4]

Off-line
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Problem: the cost of the feature extraction 
slow down the overall system.
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Best-suited for embedded devices 
where power or weight is a constraint

Bottleneck

The GPU architecture with hierarchical memory The FPGA Dataflow Architecture [5]

The reliability and robustness of the system increases in direct relation with the avail-
able computing power. By using high-throughput devices we can at the same time 
speeding up the computation and allow more complex models (higher resolution, more 
parameters).
In addition with the FPGA implementation, we have a self-contained, compact and low 
powered platform that can be integrated into any mobile robot platform.

Feature
Extraction

Profiling power/performance with computing a convolution
(Best case scenario for each architecture)

Intel
2Core

neuFlow
Virtex4

neuFlow
Virtex 6

nVidia 
GT335m

neuFlow
IBM 65nm

nVidia
GTX480

Peak
GOP/sec 10? 40 160 182 1000 1350

Actual
GOP/sec 1.1 37 147 54 928 294

FPS 1.4 47 187 68 1181 374

Power (W) 30 10 9 30 2 220

Embed?
(GOP/s/W) 0.03667 3.7 16.3333 1.8 464 1.33636

The bottleneck in the overall LAGR pipeline is computing the features, we off-loaded this 
operation on the GPU/FPGA. Here is the timing of the three architectures:

CPU
GPU

FPGA

CPU
GPU

FPGA

ConclusionTiming comparison between the original 
LAGR system and more powerful models 

on each architectures:

Timing comparison on the convolution 
operation on each architectures:
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The interpreter for a given architecture builds from this language a graph of 
dependencies and performs the execution in a stream processing paradigm. 

 

Simple example: The rgb-2-yuv operation. 
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